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We spoke with two researchers in Natural Language
Processing (NLP) to understand their perspective on the
current landscape of NLP - the challenges, successes, and
implications of the technology today.

Figure 1: Kathleen Siminyu.

Kathleen Siminyu is an AI Researcher focused on NLP for
African languages. She is currently a Machine Learning
Fellow at the Mozilla Foundation, supporting the
development of a Kiswahili Common Voice [1] dataset and
building speech transcription models for end-use cases in
the agricultural and financial domains. In her NLP research,
Kathleen has previously worked on speech transcription for
Luhya languages and contributed to machine translation for
Kenyan languages as part of Masakhane [2]. Before joining
Mozilla, Kathleen was Regional Coordinator of AI4D Africa
[3], where she worked with ML and artificial intelligence
(AI) communities in Africa to run various programs.
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Figure 2: Dr. Chris Tanner.

Chris Tanner is the Head of R&D at Kensho [4], and he
holds a joint appointment at MIT, where he teaches NLP
and machine learning (ML). At Kensho, he oversees NLP
research, including document layout analysis,
summarization, speech recognition, entity linking, and
language modeling. Previously, Chris taught and advised
graduate students at Harvard, and prior to that, he served
as Associate Staff Researcher at MIT Lincoln Laboratory.
He obtained his Ph.D. from Brown University.

Science Policy Review: Tell us about your journey to
NLP. What are you most interested in within NLP?

Kathleen Siminyu: My background is in math and
computer science, [that’s] what I studied for my undergrad.
When I was done with that, I ventured into data science and
was hired as an intern data scientist for my first job at a
telecommunications company in Kenya, and [my interest] grew
from there.

In Kenya, the election years tend to have violence and
unrest to varying degrees, and politically, it is often along tribal
lines. SMS was used a lot in hate speech/inciteful messaging,
so I started to dig into NLP because I realized that with
language tools, there is a lot that you can do, e.g. sentiment
analysis, to determine if the text is hateful or discriminatory in
some way. I started to discover the limitations because this is
easily done for English and other major languages; however,
when it comes to African languages - which are what we
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needed in this case - it’s all theoretical and hard to reproduce.

On the side, I encountered Masakhane, and they were
starting to intentionally build for African languages and that’s
how I would get my fix of actually working on these problems.
Initially, I started out in machine translation and, at the time,
I worked on many models for Kenyan languages as there are
datasets available. Since then, my interest in speech work has
grown - this is probably because it is a bigger challenge. It
also has a potentially greater impact because there are many
languages here [in Africa] that are more oral as opposed to
written, but there’s a heavy reliance on text-based methods in
building machine translation - even speech recognition relies
on transcriptions. If you then think about the fact that many
of our languages are oral, the issue is: how do we begin to
handle that phonetic methods are not as big of a focus? So
that’s how I drifted into speech, and that’s where I am now -
I did some phonetic transcription work for Luhya languages,
which are my mother tongue and then the opportunity came to
work with Mozilla on Kiswahili for the Common Voice project
and that’s what I’m doing now.

I’m very interested in the fact that we have rich language
families and linguistic relationships between languages in
Africa, and that’s something that I think is not exploited enough
in machine learning methods, and I wish that was different.
As a longer-term plan, I would love to work in education using
these technologies, and something else I have been thinking
a lot about lately, courtesy of the Common Voice project, is
data governance and data protection.

Chris Tanner: I basically took an ML course in 2004, loved
it, and have been researching it ever since. I pursued as many
opportunities as I could, which included a slew of internships
and full-time jobs within academia, industry, and government.
During my Master’s at UCLA, I took an NLP course, and ever
since, this has been my focus within ML.

In general, my overarching interest is in developing
approaches to better understand what is being discussed
within any collection of documents. Colloquially, this can be
phrased as determining who is who and what is what, and
doing so both at a high-level (e.g., summarization) and with
fine-level granularity.

During my Ph.D. at Brown, I was fortunate to be the final
student advised by Eugene Charniak, who played an integral
role in NLP shifting toward more statistical approaches in
the 90s. My graduate work mostly focused on coreference
resolution, which is a difficult task concerning discourse.
Specifically, the task aims to determine which words (i.e.,
mentions) all refer to the same underlying person or event.
For example, within thousands of documents, it is important
to know when “Barack Obama”, “he”, and “The President”
are actually referring to the same real-world person. Being
able to leverage such information is critical for truly, deeply
understanding any document of text, and you can imagine how
fruitful such information can be from information retrieval and
question-answering standpoints (e.g., for improving search
engine results or interacting with voice assistants).

I’ve researched coreference resolution since 2015, but I
am thrilled to work on a wide variety of other problems that
my students find interesting. This includes some Master’s
theses that concerned automated captioning for scientific
figures for people who are visually impaired; adversarial
approaches to breaking existing state-of-the-art NLP models;
entity linking, and more. One particularly rewarding project
that we published concerned sign language recognition, and
the two highly talented-high school students that I advised
created one of the world’s largest EMG and video datasets
for sign language.

It’s exciting to see the NLP community grow and
attract folks from a wide variety of academic and personal
backgrounds. It’s been a thrill to see all of the progress in
the field over the years, and in particular, the last five years
have witnessed unimaginable growth. It’s quite surreal, and
I’m happy to be part of it during this pivotal time.

“It is critically important for everyone
to work on identifying,
understanding, and minimizing the
biases that exist in the models they
develop or use.”

SPR: NLP is widely applied across domains today.
What crucial questions remain unanswered in the field
despite this widespread deployment? What are the gaps
in the field that need to be resolved as soon as possible?

CT: From a technology standpoint, the most challenging
tasks often concern discourse and pragmatics – an area
at the so-called apex of the linguistic pyramid. That is, it
remains incredibly difficult to understand contextual nuances
of language, from fine-grained elements such as humor,
sarcasm, and colloquial speech, to high-level important
aspects such as coreference resolution (e.g., understanding
who is who and what is what within any body of text).
Large language models such as the highly popular BERT [5]
and GPT-3 [6] have revolutionized the field at large, yielding
state-of-the-art performance on nearly every standard task.
Although they have also afforded progress in discourse and
pragmatics, their results on the aforementioned tasks are
brittle, and the problems are far from solved.

Across the field of NLP at large, a widespread problem
is that our models tend to be not too interpretable (i.e.,
discernible as to why a model made particular predictions).
In addition, all models are biased, as they are trained/learned
on particular datasets. No single training dataset will
appropriately represent the entire population/universe of
possible data that one hopes to understand, so computational
models will always include biases and unfairness – thus
warranting attention and progress. It is critically important
for everyone to work on identifying, understanding, and
minimizing the biases that exist in the models they develop
or use. This is especially vital now, as our technology has
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skyrocketed and outpaced our policies, leaving many to ask,
“How do we make sure that this is not used for harm?”
Fortunately, a lot of people are starting to work in this space. A
few champions who have done pioneering work include Timnit
Gebru, Margaret Mitchell, and Emily Bender. We all wish to
better understand what our models are doing, why our models
are doing what they do, and what the ramifications are with
how we use them.

KS: I wish we would stop and consider, “Okay, how else
can we build?” How else can we consciously build to have
better models that don’t just involve us bringing in more data
to see what comes out?

I’d also like to see much more work at the intersection
of NLP or speech research and linguistics as opposed to
the machine learning-led methodology that more data is
automatically going to be better. What can we learn and
know from [other disciplines], rather than throwing in more
data and seeing what comes out and being content with not
understanding what’s happened in the middle.

“What can we learn and know from
[other disciplines], rather than
throwing in more data and seeing
what comes out...”

SPR: What is the current landscape of NLP for
languages other than English? What are the benefits and
challenges for someone trying to build language models
for languages besides English?

KS: So the main challenge is access to data, and it’s quite
unfair, but as researchers working in this low resource space,
we often have to spend a lot of time collecting data, much
more than someone in a better resource context would ever
have to.

So thinking about where to get the funding, and which
organizations to partner with so we can get good and useful
data, I think there’s a lot of time and effort - that’s still challenge
number one.

CT: English is the most studied language for NLP, but
it’s pretty unnecessary and shortsighted to spend so much
effort on English. We would like to think that the progress
we make within NLP for English is generalizable to many
other languages. It’s an idealistic thought to assume that our
models – which are usually designed and exclusively tested
with English – are designed in a way that broadly captures
the properties of all human languages. However, in reality,
this is not the case. Languages often significantly differ, and
having a model yield strong performance on a particular task
for one language does not guarantee such performance for
any other language. In other words, when we train models,
we’re often just providing very specific objectives for the model
to maximize, such as correctly predicting if a body of text has
a positive, neutral, or negative sentiment. If the model was
trained on English data, it will have no ability to perform well

on other languages. That isn’t to say that the model can’t be
trained on non-English languages. It can, but with all models,
its ability to perform well hinges on the quality and quantity
of data. So, it’s important that we spend resources to create
and annotate data for other languages.

Currently, Chinese is the second most popular language
for NLP, and there are significant efforts all throughout the
world to work with other languages. For example, Masakhane
is an excellent grassroots community for researching
African languages that have otherwise been overlooked and
under-researched. Efforts like this are critical; without such,
there is a serious risk of communities being neglected and
technological disparities. We need to make sure that on the
world stage this doesn’t happen.

SPR: What technical challenges prevent generalizable
models? How does this interface with content moderation
efforts?

CT: It’s not the case that models have no generalizability.
The issue is that they’re not perfectly generalizable. An
inherent difficulty with any computational model is that a model
only knows what it has been trained on (particular data,
for a particular task, while being optimized according to a
particular metric). Once the model has been trained, there
is no guarantee it will perform well on other datasets one
may wish the model to process afterward, as that data will
usually be at least slightly different than the training data.
Toward this, it is necessary and challenging to make your
training data as diverse yet explicitly similar as you can to
the data that you will eventually expect the trained model
to perform well on when in “production.” Simply put, a large
challenge lies in selecting and curating pertinent training data,
along with having the patience and knowledge to adjust the
model until it exudes generalizability to other types of data
or tasks as you wish. In addition, certain models, at least
in theory, are more conducive to training in generalizable
ways than others (e.g., non-parametric vs parametric models).
Regardless of the scenario, it is important to understand
your models’ assumptions and to analyze their performance
rigorously, especially if they will be used by others.

If a model was not trained on content that has been
moderated or censored, but in “production” the model
will encounter such (or if there’s any other type of data
mismatch), then it is reasonable to expect a decrease in
performance/accuracy. On the other hand, if the model only
encounters content that has been moderated/edited/censored
in a formulaic, consistent manner, then the censoring of
the data should not introduce any additional difficulties or
discrepancies. In short, for model accuracy, data consistency
is key. Aside from addressing the technology performance,
the socio-political implications and ramifications of moderating
content warrant additional discussion.

SPR: Online platforms facilitate conversations and
interactions between people from different backgrounds.
Content moderation and text classification are common
ways for platforms to regulate interactions. Can there
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be generalized language models which can perform
downstream tasks for different languages? If not, what
do you think needs to be done to tackle such a problem?

CT: It’s a beautiful concept to imagine – that one
generalized, universal language model could satisfactorily
perform well on a slew of tasks for many languages. I’m not
a linguist, but there’s an old idea and line of research that
asserts there exists an “interlingua” that unifies all languages
and serves as a foundation from which all human languages
stem. I’m unaware of any such research that currently yields
compelling results. With that said, there is consistent progress
in building multilingual models, ones that can seemingly
leverage and extend to other languages – at least when only
working with a few pairs of languages.

It’s not inconceivable to imagine that at some point
we might have such a grand, all-encompassing universal
language model. Regardless, there are two key points to keep
in mind: (1) the success of any language model hinges on
the quality and quantity of data and (2) while joint models
may sometimes outperform the sum of individual, component
models until we have such, it’s usually best to keep it simple
and have one separate model for each task you wish to
accomplish (i.e., one model per language).

KS: I definitely do not think that one language model
would be enough, no matter how big or multilingual you try
to make it or how many languages we try to expose it to. I
definitely think having individual language models or having
much more consciously thoughtful groupings of language as
opposed to keeping everything together - maybe this is a place
where linguistic similarities could be leveraged. Beyond that, I
definitely think that automated methods should only be the first
line of defense, but everything should, at the end of the day,
actually sit with a human who can then make a conscious
decision about whether something should actually be taken
down or not.

SPR: There is a lot of discussion about the use of face
recognition technologies in products and governance
structures globally. Why do you think that NLP isn’t
discussed in a similar manner globally?

KS: I’d say this is related to sociolinguistic factors. If I
cannot access information in Kiswahili or I can’t access a
certain platform in my mother tongue but I have knowledge
of a second/third language via which I can access this
information, then it doesn’t matter. If I can speak English and
still get access to the information, then, it may not matter
that my mother tongue has been excluded or is discriminated
against by way of exclusion. In African contexts, we see a lot
of language learning being driven by a perception of upward
mobility, therefore it is much easier for one to learn a language
and use that to gain access to spaces where one’s own
languages are excluded. When it comes to race and gender
and other defining demographic factors, we can’t run away
from that. If you’re being denied access because you’re a
woman or you’re being denied access because you’re Black
then that’s it. And I’m going to guess that this is one reason

why NLP and bias haven’t received as much attention as facial
recognition because it’s much harder to change your physical
features than it is to change aspects of how you communicate
and interact in different spaces.

SPR: How is NLP regulated or governed today,
globally and regionally, if at all? Or, if you were in charge
of designing it or were able to advise people who were,
what do you think should be kept in mind?

KS: I am not aware of any. There are third-party companies
that work on content moderation for Facebook in Kenya for
Kenyan and East African languages. Besides that, you can
now report as an individual, and there are community-driven
or user-driven methods to report abuse.

CT: I recognize the difficulty of enacting any appropriate
regulation or policy for humanity; it’s really hard because
everyday human-related problems are much harder than
everyday technology problems. With that said, I’m unaware of
any policy or regulation that specifically concerns NLP-based
systems, but this warrants serious discussion amongst our
community and with lawmakers.

At a minimum, I think it’s fair and reasonable to add
guardrails or notifications so that it should be clear to a
human customer/client when they are actually interacting with
a computer, as opposed to another human. For example,
when a customer reaches out to a company’s customer
support and is led to an online chat, it should be clear if
the company is merely using a chatbot program. Similarly,
when a model yields predictions as its outputs, it is important
for the human to be as informed as possible as to how the
model produced those predictions (i.e., hence, the fields of
interpretability and explainability). There is a serious risk in
blindly trusting a computer model.

“...one reason why NLP and bias
haven’t received as much attention
as facial recognition because it’s
much harder to change your physical
features than it is to change aspects
of how you communicate and interact
in different spaces.”

SPR: What are big changes you are seeing in this field
and what changes do you hope to see in the future?

KS: I think that as researchers in Africa start to build more
datasets and reach out to organizations that in some way
own data - so in the context of language, it is newspapers,
digital newspapers, blogs, websites, all sorts of things, I think,
the more we start to create datasets, the more aware we
become that there’s actually no fair use policy anywhere in
Africa. It’s a foreign concept, I think a very Western concept,
which means we actually have to explicitly ask for permission
to stay legal. And it may not matter so much to you if you’re
an individual who’s doing research, but then, if you are part
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of an organization that is doing much bigger work, then you
need to pay attention to factors such as infringing on others
intellectual property or copyrights. So we recently started, as
Masakhane, to ask for permission from data owners and in
my opinion, courtesy of the buzz now around data and AI,
we increasingly meet organizations who do not want to hear
that you’re only using it for academic purposes. They’ll send
you a rate card, and in fact we have been sent a rate card by
an organization saying “how many articles have you scraped?
We are going to charge you X amount for each.”

I wish there were fair use policies in Africa. But now that
there are not, I see this as yet another challenge that you will
have to contend with because it’s going to be very difficult to
explain to partners and to data owners who are looking for
ways to monetize their data that they should actually make it
available for free, because you know this is going to advance
research. That’s quite a hard proposition to sell in this market.

CT: The last five years have witnessed astronomical
progress, with some models yielding performances that rivals
human ability. The effectiveness of large language models
has played a large role in these achievements; it is common
practice for practitioners and researchers alike to start with a
pre-trained, large language model and then simply “fine-tune”
(i.e., further train) the model on a particular task of interest
(e.g., text classification). For many tasks, with sufficient
data and careful adjustments to the model’s architecture,
this process often achieves results that rival or achieve
state-of-the-art performance.

Models that generate text have been particularly
impressive in their ability to generate realistic-looking
text. For example, OpenAI’s GPT-3 model can write novels
that are sensible and nearly indistinguishable from human
text at first glance [6]. Further, Google’s new PaLM model
[7] can perform complex reasoning tasks, such as explaining
jokes and word problems, so well that I’m not convinced that
I, as a human, could outperform it.

Compelling results like this have helped usher a large wave
of attention to researching the task of language modeling –
to a degree that has caused many researchers hoping for a
divestment of interest and a return to focusing on other tasks
and approaches.

Personally, I am excited to see the budding interest in
interpretability, fairness, and statistical theory (which could
help prove models’ theoretical performance limits). Further, as
we study the limitations of the ubiquitous, powerful transformer
architecture, it is exciting to imagine alternative approaches
that allow for multi-stage decisions or aim to capture causality.
The field’s recent progress at large has been dominated by
statistical approaches, as opposed to symbolic ones. I would
like to see more efforts that take a modern, refreshed attempt
to learn symbolic representations and perform reasoning.

“As a call to action to local
researchers, I would say let’s do stuff
for ourselves and completely free
ourselves from wanting to build stuff
that’s comparable to what is already
existing.”

SPR: What advice do you have for people to get
involved in this field?

KS: [For work in low-resource NLP] I would advise them to
integrate with the communities for which they are building as
much as possible. If the work begins from dataset creation, I
think it’s a great entry point to involve young people who are
interested in NLP. So don’t only look for people who speak the
language and are going to label data and then you pay them
and that’s the end of it, but then look for people who could
learn from what comes next once the dataset is created. Then,
like I mentioned before, I think it’s very important to actually
engage with the community before beginning the work, to
actually interact with the community and try to understand
whether these datasets would be beneficial to them, educate
them on what the datasets can be used to build and find out
from them what applications they would actually use. I’m a
huge believer in putting the power in the hands of the people.
If you can involve someone from the community in a manner
that means they’re building skills or capacity in some way,
then you absolutely should.

And to researchers who are from these local communities,
I would urge them to completely de-center English and
other Western languages, because I find that, for example,
within Masakhane, most of our machine translation work is
translating either to or from French or English, as opposed
to just doing something like Kiswahili to Kikuyu or Kiswahili
to some other local language. As a call to action to local
researchers, I would say let’s do stuff for ourselves and
completely free ourselves from wanting to build stuff that’s
comparable to what is already existing. But then I think that
brings us to the social linguistic aspect of: are people going
to use it at all, do we value our languages enough to find use
for tools that translate from one to another, because you know
that can be a whole different conversation.

CT: That’s a great question. As with most things, it
depends on what one’s goals really are.

If one is serious about working in this space for at least
a few years, then I encourage one to start by ensuring
they have a strong foundation in the technical details. There
is simply no substitute for having a strong foundation. For
NLP, that foundation includes deeply learning linear algebra,
multivariable calculus (e.g., how to take partial derivatives),
probability and statistics, and programming. With those four,
you can be really dangerous.

If one is just curious and not yet willing to commit the
next three to five years of their life to NLP, one can still
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learn from a slew of publicly available resources and quickly
become capable of running and deploying some powerful
models.I would encourage people to consider a wide range
of resources, not just textbooks, but blogs, YouTube videos,
and podcasts. In particular, some world-class universities
post their lecture content on YouTube. Also, HuggingFace
[8] makes models and data more accessible than anything
we have ever witnessed. So, that entry point would look like
becoming comfortable with Python, getting used to Jupyter
notebooks and playing around with HuggingFace, and starting
to adjust models and play with data.

Regardless of one’s exact goals, I encourage everyone to
appropriately place importance on the data. So many people
are model-happy and just want to plug-and-play a bunch
of different models. Sure, it can be satisfying and tempting
to blindly evaluate a slew of powerful models. However, it
can be dangerous and counter-productive to treat models as
interchangeable black boxes. That’s not good for anybody. It
might be fun to write such code, but nobody benefits. So,
I highly encourage everybody to first spend a lot of time
understanding the data – both the data going into the model
(i.e., input) and the data going out (i.e., results). The old adage
“garbage in, garbage out” applies to ML and NLP, too. So,
please think critically about what you’re hoping to accomplish,
what your model’s assumptions and biases are if the data is
fair and appropriate to use, and what and why your model is
performing the way it is.
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